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Abstract

Processing of top-k queries has been attracting consid-
erable attention. Much of the work assumes distributed
data, with each site holding a different set of attributes for
the same set of entities. These methods assume that all sites
are happy with revealing the local order or scores of the
entities. Privacy/security concerns faced by the individual
sites can prohibit such disclosure. We present a mechanism
through which only the result of the top-k query (i.e., the
top-k entities) is returned while minimizing disclosure of
other information.

1. Introduction

The increased volume and variety of information stored
in databases has lead to an increase in the desire for ranked
and “best match” queries. A particularly important instan-
tiation of this is the top-k query: Finding thek closest
matches to a query “point”.

One problem addressed by the community is distributed
processing of top-k queries. In particular, vertically parti-
tioned data (each site has different attributes about a com-
mon set of entities) raises interesting questions. Computing
the distance for any entity requires cooperation of all the
sites. Fagin made the observation that if each site produces
a list of its closest entities, and the lists are grown until they
havek items in common, then theunionof the lists is guar-
anteed to contain the top-k. He used this observation to
develop an algorithm which can work withO(k) communi-
cation cost [7], although worst case could beO(n).1

Top-k queries are particularly relevant when dealing
with privacy-sensitive information. For example, profil-
ing has potential anti-terrorism applications (e.g., finding
visa applicants who are likely terrorists). Profiles, however,

1To see the inherent difficulty of this problem, assume an entity is close
at most sites, but the farthest entity at one site. The total distance could
place it in the top-k, but the one site would not expect this.

rarely match individuals exactly - a prime example of the
need for similarity or best match queries. However, profiles
frequently match innocent people (or transactions) as well,
subjecting them to unwarranted scrutiny. This raises privacy
concerns, potentially restricting valuable applications.

The concept ofk-anonymityhas been proposed as a way
of balancing privacy concerns with the value gained by such
applications[19]. In the context of profiling,k-anonymity
would require that any individual that “matches” be indis-
tinguishable from at leastk − 1 other individuals – in other
words, allk would match. Ifk is large enough, then any
use of the results will have to assume that most of thek are
innocent (or good credit risks, or ...), and individuals will
not be mistreated simply because they match the profile.

If we replace a “best match” query with a top-k query
that discloses no information other than the bestk matches
to the query, we can maintaink-anonymity while meeting
the profiling goals. This paper presents an algorithm to
solve this problem.

The basic idea is to replicate Fagin’s algorithm[9], while
limiting disclosure to that inherently required to meet the
efficiency goals of the algorithm. For example, if a site is
required to test if an entity that is not locally close is in the
top-k, it learns that this entity must be somewhat close at an-
other site – preventing this disclosure would require testing
items that Fagin’s algorithm would not, hurting efficiency.
This disclosure is unlikely to raise privacy issues, and en-
ables an algorithm whose typical cost is in terms ofk rather
thann. We prove the disclosure properties of our algorithm
under the semi-honest model. In the semi-honest model, a
party cannot deviate from the protocol, but it can later try to
infer information from the data it sees during the protocol.
Our algorithm actually has stronger security properties. A
dishonest party may cause incorrect results but is unable to
obtain significant information on the private values of hon-
est parties. We further discuss this issue in Section 4.

We next describe the specific models of privacy, distri-
bution, and querying used in the paper; in the process dis-
cussing related work. Section 3 gives the algorithm, start-



ing top-down with an outline based on Fagin’s algorithm,
then discussing key secure components. This also includes
a discussion of the correctness of the algorithms. The secu-
rity properties are discused in Section 4, and communica-
tion/complexity issues in Section 5.

2. Model and related work

We assume a vertically partitioned data distribution
model (i.e., heterogeneous schemas). Assumek parties,
P1, . . . , Pk, each with has access to a separate database that
give information about different features. Data is collected
for the same set of entities. This is the data model assumed
in several distributed best-match query papers[9, 8, 5, 4].
We include the added twist that none of the parties trust
each other completely; privacy concerns prevent them from
disclosing scores or local ordering of the entities.

Our data distribution model assumes that all sites collect
data for the exact same set of entities. Relaxing this as-
sumption would mean computing top-K over missing val-
ues, which might not be very meaningful. However, most
of the current work is also based on this assumption, so we
are not adding any extra constraints on to the problem.

There has been a lot of work on the top-k query/selection
problem since Fagin first proposed hisA0 algorithm [7].
Fagin also proposed other algorithms (TA and NRA) [10]
that perform better than his original algorithm. However,
because of its amenability to secure evaluation we start with
the originalA0 algorithm.

There has also been work on top-k queries that assumes
all of the attributes of every object are readily available to
the query processor [5, 6, 14]. In [4], the authors intro-
duce an algorithm for evaluating top-K selection queries
over web accessible databases.

This paper draws heavily on work in privacy-preserving
data mining[17] and secure multiparty computation[13]. Of
particular relevance is a method for determining thekth el-
ement in a distributed list[1]; this can be used for privacy-
preserving top-k queries inhorizontallypartitioned data.

A key contribution of this paper is to demonstrate how
components developed in privacy-preserving data mining
and secure multiparty computation can be composed to
solve secure querying problems. Additional work in this
area will be referenced and discussed as the components
are described. Simply using secure components, however,
is not enough; they most be cleverly composed in ways that
achieve both efficiency and enable proof that the complete
algorithm is secure.

3. Algorithm

We follow the basic structure of Fagin’sA0 algorithm[9].
We first give a brief description of Fagin’s algorithm

(adapted from [9]) and then discuss our modifications.
Please refer to the original paper [9] for more details. The
A0 algorithm consists of 3 basic phases:

Sorted access phase: Each sitei is accessed under sorted
access, such that it starts outputting the graded tuples
ordered on the local grade. This phase continues until
there are at leastk common objects in the output of
all of the subsystems/sites. (i.e., the idea is to locally
query and obtain sorted pairs from each site until there
are at leastk common objects in the output from all
sites). Thus, if we represent the local set at sitei as
Oi, |

⋂

i Oi| ≥ k. Under a monotone grading function,
it is shown that the top-k objects are guaranteed to be
within the union of all the objects [9].

Random access phase: For each object seen in the sorted
access phase (i.e.,∀o ∈

⋃

i Oi), random access is done
to each subsystem to find the local score of that object.

Computation phase: Compute the global score for each
object that has been seen (i.e.,∀o ∈

⋃

i Oi). The top-
K objects from this list are the required top-K objects.

Our modification of Fagin’s algorithm is as follows: First
we show how we can effectively simulate the operation of
the sorted access phase. We describe a mechanism through
which we can check if there are at leastk objects in common
to all the sites, as well as giving the union of the sets without
revealing the effective order of the objects at any site or even
revealing which object came from which site.

Each site performs the random access phase indepen-
dently. In the computation phase, the sites first partially
compute scores such that two sites are left with (random)
shares of the score for each object. The two sites then iden-
tify a cutoff score that separates thekth item from those
below it; this performs a binary search for the appropriate
threshold while use secure comparisons to guide the search
without revealing the score of individual items. Knowing
this, the sites can (securely) compare each item with the
score to determine if it is in the top-k or not.

What information is disclosed by this process? Since the
answer discloses the top-k, the knowledge of which items
are closer or farther than thekth can be inferred from the
result, so the final stage discloses nothing. The largest dis-
closure is the set of candidates - the union of all items in
the set required to getk intersecting items. While this is
significant, we argue that it is necessary: Simply observ-
ing which items are accessed in the random access phase
would reveal this information, so to prevent disclosing the
candidates each site would need to access every item (los-
ing the efficiency of the algorithm of [9].) The information
disclosed is discussed further in Section 4.1.

The algorithm does place some restrictions on the scor-
ing functions to ensure that they can be easily computed



in a distributed and secure manner (specifically – the score
function should be expressible as a sum of locally computed
functions). Fortunately, most distance functions meet these
restrictions, in particular the following from [5]:

Definition 1 Consider a relationR = (A1, . . . , An).
A1, . . . , An are real-valued attributes ranging between 0
and 1. Then, given a queryq = (q1, . . . , qn) and a tuple
t = (t1, . . . , tn) fromR, we define the score oft for q using
any of the following two scoring functions:

Sum(q, t) = 1−
n

∑

i=1

|qi − ti|

n
(1)

Euclidean(q, t) = 1−

√

√

√

√

n
∑

i=1

(qi − ti)2

n
(2)

For ease of presentation, we assume the scores are in-
verted (we are looking for the lowestk rather than the high-
est). ForSum (equation 1) this lets us convert the metric
to a sum of scores computed independently at the different
sites. Since the goal is to determine the top-k rather than the
scores of the top-k, we can remove the square root (and di-
vision byn); the ranking stays unchanged. This again gives
us a sum of locally computed values. We thus generalize the
score as

∑

i fi(qi, ti): a sum of locally-computed functions.
Assuming such a formulation of the score, we go through

the following basic protocol. Each sitePj , j = 0, . . . , p− 2
selects a randomrj uniformly over the fieldF . For
each candidate transactionti, sitePj locally computes the
weighted scoref(qj , tij) for the ith transaction, and sends
f(qj , tij) + rj to sitePp−1. SitePp−1 adds these (and its
own) to get

∑p−1
i=0 f(qj , tij) +

∑p−2
i=0 rj (mod F ). Each

sitePj (j = 0, . . . , p − 3) also send the randomrj to site
Pp−2. Pp−2 now computesR =

∑p−2
j=0 rj .2

This is performed (in parallel) for each of the candidate
elements. PartiesPp−1 andPp−2 then go through a binary
search to find a threshold score separating the top-k ele-
ments, this is described in Section 3.1. PartiesPp−1 and
Pp−2 compare each candidate with this threshold to deter-
mine which are in the top-k.

In the basic algorithm, any party can play the role of
Pp−1 andPp−2. Thus, the order of the parties can be com-
pletely random and we assume that the ordering is chosen
such that all parties are amenable to the choice ofPp−1 and
Pp−2.

Details of the algorithm are given in Algorithm 1.
Correctness follows directly from the correctness of Fagin’s
A0 algorithm, assuming that the component intersection,

2Note that there is an obvious problem ifPp−1 and Pp−2 collude;
using a secure summation protocol instead of sending valuesdirectly lim-
its the damage of such collusion to revealing scores for items rather than
individual attribute values.

Algorithm 1 Finding the top-K elements
Require: Parameterm ≥ k (initial number of items to

check)
Require: p sites,P0, . . . , Pp−1

1: {Sorted access phase}
2: numcommon← 0
3: while numcommon < k do
4: Each sitePi finds them closest local items according

to the local distance metricwiSi {Once the firstm
items have been found, each site can simply find the
nextk items in sorted order}

5: SetIDi is formed by sitePi from the ids found in
the previous step

6: numcommon ← |ID0

⋂

. . .
⋂

IDp−1| (Section
3.3)

7: m← m + k
8: end while
9: {Random access / Computation phase}

10: Candidates← ID0

⋃

. . .
⋃

IDp−1 (Section 3.2)
11: for id ∈ Candidates do
12: for all sitesj = 0, . . . , p− 2 do
13: Pj : Generate a randomrj uniformly from the field

F
14: Pj : Compute the local weighted scorewjSj for

candidateid
15: Pj : inpj ← wjSj + rj (mod F )
16: Pj : Sendinpj to sitePp−1

17: Pj : Send−rj (mod F ) to sitePp−2

18: end for
19: Pp−1: Computespid =

∑p−2
j=0 inpj + wp−1Sp−1

(mod F )

20: Pp−2: Computesp′id =
∑p−2

j=0 −rj (mod F )
21: end for
22: {Pp−1, Pp−2 hold shares of the scores for all candi-

dates}
23: Find the scoresc of thekth element in Candidates using

kth element protocol (see Section 3.1)
24: for id ∈ Candidates do
25: Use Yao’s secure comparison[21] to find ifspid +

sp′id > sc. If so, id is a part of the result.
26: end for



union,kth element score computation, and comparison pro-
tocols are correct.

3.1 Finding thekth element

We now describe how to find a threshold score separating
the topk elements. The problem can be stated as follows:
There is a list ofn elements,e1, . . . , en. We want to find the
score separating thekth largest element in the list from the
k + 1st. We consider the case where the elements are verti-
cally partitioned. i.e., two parties have random shares of all
of the elements. Specifically, there are two partiesA andB
havingn elements (a1, . . . , an andb1, . . . , bn respectively)
such that∀i, ai + bi = di (mod F ).

Aggarwal et. al solved the problem for horizontally par-
titioned data[1], i.e., two partiesA and B have na and
nb items (a1, . . . , ana

and b1, . . . , bnb
respectively). Our

method shares the same basic idea: a binary search for an
appropriate threshold score. Use of secure comparisons en-
ables the search to proceed without revealing anything.

The key idea is that as long as we know the range of the
elements (the fieldF ), binary search can be used to identify
the value ofkth element. The algorithm starts off with an
initial guess (sayF/2). Now, for every element, the two
sites run a secure comparison protocol that compares the
magic number to the sum of the random shares with the
sites. The output for each site are also random shares of
1 (if the element is greater) or0 (if the element is equal
or smaller). Once all the elements are compared, the two
sites can independently sum up their shares and run another
secure comparison to find out if the total of these sums is
greater than or less thank. Depending on the result, the
estimate is updated to be lower or higher. Withinlog |F |
rounds the correct value is identified. Algorithm 2 gives the
detailed algorithm.

3.2 Set Union

Secure Union has also been solved; we sketch the
method from [16] (another solution can be found in [3].)
The problem can be stated as follows: There existp sites
P1, . . . , Pp. PartyPi has setSi where the elements of the
set come from a common global universeG. Together they
want to compute the union of the local setsS = S1∪. . .∪Sp

securely. The union of items can be evaluated using SMC
methods if the domain of the items is small. Each party cre-
ates a binary vector where 1 in theith entry represents that
the party has theith item. After this point, a simple circuit
thator’s the corresponding vectors can be built and it can be
securely evaluated using general secure multi-party circuit
evaluation protocols. However, in data mining the domain
of the items is usually large. To overcome this problem a
simple approach based on commutative encryption can be

Algorithm 2 Finding thekth largest element
Require: Sites A and B having sharesa1, . . . , an and

b1, . . . , bn respectively
1: lbound← 0
2: ubound← |F |
3: while truedo
4: result← ⌈(lbound + ubound)/2⌉
5: if result = ubound then
6: returnresult {Tie for kth element}
7: end if
8: for i = 1, . . . , n do
9: Use Yao’s secure comparison with inputai, bi and

output la, lb such thatla + lb = 1 (mod F ) if
ai +bi < result (mod F ) otherwisela + lb = 0
(mod F )

10: Use Yao’s secure comparison with inputai, bi and
outputga, gb such thatga + gb = 1 (mod F ) if
ai+bi > result (mod F ) otherwisega+gb = 0
(mod F )

11: end for
12: A: lla ←

∑n
i=1 la (mod F )

13: A: gga ←
∑n

i=1 ga (mod F )
14: B: llb ←

∑n
i=1 lb (mod F )

15: B: ggb ←
∑n

i=1 gb (mod F )
16: if lla + llb (mod F ) > k {estimate too high} then
17: ubound← result
18: else ifgga + ggb (mod F ) < k {estimate too low}

then
19: lbound← result {estimate too low}
20: else
21: returnresult {Found it}
22: end if
23: end while



used. An encryption algorithm is commutative if given en-
cryption keysK1, . . . , Kn ∈ K, for anym in domainM ,
and for any permutationi, j, the following two equations
hold:

EKi1
(. . . EKin

(M) . . .) = EKj1
(. . . EKjn

(M) . . .) (3)

∀M1, M2 ∈M such thatM1 6= M2 and for givenk, ǫ < 1
2k

Pr(EKi1
(. . . EKin

(M1) . . .) = EKj1
(. . . EKjn

(M2) . . .)) < ǫ
(4)

With sharedp the Pohlig-Hellman encryption scheme[18]
satisfies the above equations, but any other commutative en-
cryption scheme can be used.

The key idea is that every site creates its own instance of
a public-private key pair. Now every site will encrypt all of
its items. Every site will also encrypt all the items from all
of the other sites. When all of the items are encrypted by all
of the sites, since equation 3 holds, duplicates in the origi-
nal items will be duplicates in the encrypted items, and can
be deleted. (Due to equation 4, only the duplicates will be
deleted.) In addition, the decryption can occur in any order,
so by permuting the encrypted items we prevent sites from
tracking the source of an item. The algorithm for evaluating
the union of the items is given in Algorithm 3.

Clearly algorithm 3 finds the union without revealing
which item belongs to which site. It is not, however, se-
cure under the definitions of secure multi-party computa-
tion. It reveals the number of items that exist commonly
in two sites, e.g. ifk sites have an item in common, there
will be an (encrypted) item duplicatedk times. This does
not revealwhich items these are, but a truly secure com-
putation (as good as each site giving its input to a “trusted
party”) could not reveal even this count. Allowing innocu-
ous information leakage (the number of items that is owned
by two sites) allows an algorithm that is sufficiently secure
with much lower cost than a fully secure approach.

It can be proven that other than the size of intersections
and the final result, nothing is revealed. By assuming that
the count of duplicated items is part of the final result, a
Secure Multiparty Computation proof is possible. Refer to
[16] for details.

3.3 Size of Set Intersection

There are several solutions to securely finding the size
of the intersection of sets[20, 2, 12], we sketch the method
of [20]. Consider several parties having their own sets of
items from a common domain. The problem is to securely
compute the cardinality/size of the intersection of these lo-
cal sets.

Formally, givenp partiesP1 . . . Pp having local sets
S1 . . . Sp, we wish to securely compute|S1 ∩ . . .∩Sp|. We
can do this is using a parametric commutative one way hash

Algorithm 3 Finding secure union of items
Require: p sites,P1, . . . , Pp

Union set← ∅ {Encryption of all the rules by all sites}
for each site ido

for eachX ∈ Si do
M ← newarray[p]
Xp← encrypt(X, ei)
M [i]← 1
Union set← Union Set

⋃

(Xp, M)
end for

end for{Site i encrypts its items and adds them to the
global set. Each site then encrypts the items it has not
encrypted before}

for each site ido
for each tuple (r,M)∈ Union set do

if M[i] = 0 then
rp← encrypt(r, ei)
M [i]← 1
Mp←M
Union set ← (Union set −
{(r, M)})

⋃

{(rp, Mp)}
end if

end for
end for

for (r,M) ∈ Union set and (rp,Mp )∈ Union set do
{check for duplicates}

if r=rp then
Union set ← Union set − {(r, M)} {Eliminate
duplicate items before decryption}

end if
end for

for each site ido {Each site decrypts every item to get
the union of items}

for all (r,M) ∈ Union setdo
rd← decrypt(r, di)
Union set← (Union set− {(r, M)})

⋃

{(rd)}
end for
permute elements in the Unionset

end for
return Unionset



function. One way of getting such a hash function is to use
commutative public key encryption, such as Pohlig Hell-
man, and throw away the decryption keys. Commutative
encryption has already been described in detail in Section
3.2.

All p parties locally generate their public key-pair
(Ei, Di) for a commutative encryption scheme. (They can
throw away their decryption keys since these will never be
used.) Each party encrypts its items with its key and passes
it along to the other parties. On receiving a set of (en-
crypted) items, a party encrypts each item and permutes the
order before sending it to the next party. This is repeated
until every item has been encrypted by every party. Since
encryption is commutative, the resulting values from two
different sets will be equal if and only if the original values
were the same (i.e., the item was present in both sets). Thus,
we need only count the number of values that are present
in all of the encrypted itemsets. This can be done by any
party. None of the parties is able to know which of the items
are present in the intersection set because of the encryption.
The complete protocol is shown in algorithm 4. For details
and proof see [20].

4. Security Analysis

The Secure Multiparty Computation community has de-
veloped a method for demonstrating that protocols do not
leak information known asproof by simulation. The key
idea is that if a party can simulate what it sees during ex-
ecution of a protocol knowing only its own input and the
result, then it hasn’t learned anything from the execution of
the protocol.

One challenge is that a party’s view in this protocol isn’t
exactly determined by the inputs – the choice of random
numbers (e.g., encryption keys) by other parties may change
the actual bits seen by a party, even if the inputs (and thus
output) are the same. In this context, to simulate a party’s
view actually means to simulate the distribution over a num-
ber of runs with the same inputs. Formal definitions, and a
proof that the ability to simulate a protocol does ensure in-
formation is not disclosed, can be found in [13].

We include the formal definition for semi-honest behav-
ior below. Semi-honest means that all parties follow the
protocol, but may try to infer private information from what
is seen during execution.

Definition 2 Privacy with respect to semi-honest behavior
[13].

Letf : {0, 1}∗×{0, 1}∗ 7−→ {0, 1}∗×{0, 1}∗ be prob-
abilistic, polynomial-time functionality, wheref1 (x, y) (re-
spectively,f2 (x, y)) denotes the first (resp., second) ele-
ment off (x, y)); and letΠ be two-party protocol for com-
putingf .

Algorithm 4 Securely computing size of intersection set
Require: p sites
Require: each site has a local setSi

Generate the commutative encryption key-pair(Ei, Di)
{Throw away the decryption keys, since they will not be
needed.}
M ← Si

for p− 1 stepsdo
M ′ ← newarray[|M |]
j ← 0
for eachX ∈M do

M ′[j + +]← encrypt(X, Ei)
end for
permute the arrayM ′ in some random order
send the arrayM ′ to sitei + 1 mod k
receive arrayM from sitei− 1 mod k

end for
{Final Encryption}
M ′ ← newarray[|M |]
j ← 0
for eachX ∈M do

M ′[j + +]← encrypt(X, Ei)
end for
permute the arrayM ′ in some random order
sendM ′ to sitei mod 2 {This prevents a site from seeing
it’s own encrypted items}
sites 0 and 1 produce arrayI0 and I1 containing only
(encrypted) items present in all arrays received.
site 1 sendsI1 to site 0
site 0 broadcasts the result|I0 ∪ I1|



Let the view of the first (resp., second) party dur-
ing an execution of protocolΠ on (x, y), denoted
viewΠ

1 (x, y) (resp.,viewΠ
2 (x, y)), be (x, r1, m1, . . . , mt)

(resp., (y, r2, m1, . . . , mt)). r1 represent the outcome of
the first (resp.,r2 the second) party’s internal coin tosses,
andmi represent the ith message it has received.

The output of the first (resp., second) party during an
execution ofΠ on (x, y) is denotedoutputΠ1 (x, y) (resp.,
outputΠ2 (x, y)) and is implicit in the party’s view of the
execution.

Π privately computes f if there exist probabilistic poly-
nomial time algorithms, denotedS1, S2 such that

{(S1 (x, f1 (x, y)) , f2 (x, y))}x,y∈{0,1}∗ ≡
C

{(

viewΠ
1 (x, y) , outputΠ2 (x, y)

)}

x,y∈{0,1}∗

{(f1 (x, y) , S2 (x, f1 (x, y)))}x,y∈{0,1}∗ ≡
C

{(

outputΠ1 (x, y) , viewΠ
2 (x, y)

)}

x,y∈{0,1}∗

where≡C denotes computational indistinguishability.

The full malicious model, which is based on equivalence to
all parties giving their input to atrusted third partyto com-
pute the result, results in solutions with significantly higher
complexity. As we shall see, our protocol gives somewhat
better protection than semi-honest: a dishonest party may
cause incorrect results, but is unable to obtain significant
information on the private values of honest parties.

We also rely heavily on the composition theorem of [13],
which states that if a protocol incorporates known secure
protocol, and the outer protocol can be proven secure in the
way it uses the inner protocol, then the overall protocol is
secure.

Theorem 1 (Composition Theorem for the semi-honest
model): Suppose that g is privately reducible to f and that
there exists a protocol for privately computing f. Then there
exists a protocol for privately computing g.

PROOF. Refer to [13].

Theorem 2 Algorithm 1 disclose only an unranked list of
the top-k elements, an estimate of the distance to thekth
element (somewhere between thekth andk + 1st element),
and

1. the candidate items (the union of thelm closest items
at each site, wherel is chosen so that lists have at least
k items in common),

2. the number of common items in lists of the topim items
from each site,i = 1 . . . l, and

3. ranges for the distance to thekth andk+1st elements.

PROOF. First, we note that much of the algorithm can
be simulated by simply running the algorithm on the local
inputs. The exceptions are Step 7 (the intersection), Step
10 (Union), Steps 16 on (where sitesPp−1 andPp−2 must
simulate the completion of the protocol), and the number of
times each loop must iterate.

The results of the intersection at step 7 are exactly the
information disclosed in 2 above – by acknowledging this
information is disclosed, we are able to use it to simulate the
step. Assuming the set intersection protocol is secure, the
composition theorem allows us to conclude that the protocol
is secure to this point.

The number of intersection sets disclosed by 2 gives us
the number of iterations of the loop at steps 3-8, completing
the simulation of this first part of the protocol.

Likewise, assuming knowledge of the candidate set (dis-
closure 1 allows us to simulate the result of step 10 and the
number of iterations of the for loop of steps 11-21. Assum-
ing the set union is generated without disclosing anything
except the items in that union, the composition theorem al-
lows us to conclude step 10 is secure.

Simulating the values received byPp−1 andPp−2 at lines
16 and 17 is more difficult. Here we rely on simulating the
distributionof values. We start with step 17, and show that
Pp−2 can simulaterj by simply selecting a random valuer
uniformly from the fieldF :

Pr[−rj (mod F ) = x] = Pr[rj = −x (mod F )]

= 1/|F |

= Pr[r = x]

In other words, the probability thatrj equals any particular
valuex is the same for allx (sincerj is chosen uniformly
from F ), as is the probability thatr = x.

The same simulation (select a randomr uniformly from
F ) works for Step 16 as well, but the proof of this is slightly
more complex:

Pr[inpj = x] = Pr[wjSj + rj (mod F ) = x]

= Pr[rj = x− wjSj (mod F )]

= 1/|F |

= P [r = x]

Sincerj is chosen uniformly fromF , the likelihood that it
is equal toanyparticular value in the field is1/|F |.

To simulate steps 19 and 20, we must show that the dis-
tribution of the sums of theinpj andrj equals the distribu-
tion of spid andsp′id. Step 20 simply relies on the fact that
the summodF of two numbers chosen randomly from a
uniform distribution ofF is itself uniformly distributed of
F :

Pr[r1 + r2 (mod F ) = x] = Pr[r1 = x− r2 (mod F )]



= 1/|F |

By induction, we can show that the sum at step 20 is uni-
formly distributed overF . Likewise, since the actual and
simulatedinpj are both uniformly distributed overF , the
sum at step 19 is uniformly distributed overF . Thus sum-
ming the simulatedinpj and−rj effectively simulatesspid

andsp′id.
Step 23 finds a distance scoresc that separates the top-

k items from other items; since this score is presumed to
be part of the result we simulate it with the known value.
Algorithm 2 does disclose a lower bound on the distance
between thekth andk + 1st element; see Theorem 3. Ac-
cepting this disclosure, we can use the composition theorem
to conclude the algorithm is secure through this step.

The comparisons in Step 25 can also be simulated using
the result: Ifid is in the top-k items, then the comparison
result is thatspid + sp′id < sc is true; otherwise the com-
parison result is false.

Since we have shown that the (distribution of) the view
of any of the parties can be simulated knowing only the re-
sult and the specific disclosures 1 and 2, we have shown that
Algorithm 1 is secure except for those disclosures.

We now separately prove the security of Algorithm 2,
then discuss the innocuousness of the disclosed informa-
tion.

Theorem 3 Algorithm 2 discloses ascore that separates
thekth andk + 1st element, along with (possibly) bounds
on the locations of thekth andk + 1st elements.

PROOF. The key to proving Algorithm 2 is simulating
the comparison results. Knowing the final score, we can
compute a unique binary search path leading to that score.
The problem is that the simulator knowsa valid score, not
necessarily the final result. The steps taken (the sequence
of intermediate values ofresult) will progress toward the
known score in a predetermined (and thus simulatable) bi-
nary search; the key question is when to stop? The algo-
rithm will stop at the first valid score. If we have a range
of possible values for thekth andk + 1st elements, then
the first point in the binary search that leads to something
between these ranges is the finalscore.

Once we know this actual final score, the algorithm can
be simulated.

Steps 1-8 are performed locally, and thus easily simu-
lated. Steps 9 and 10 give random sharesla (lb) and ga

(lb); while the outputs sum to either 0 or 1, independently
each can be simulated by choosing a randomr uniformly
from the fieldF . (The secure comparison works by setting
one resultla equal to a random uniformly chosen from the
field F , and the other result to1 − la (mod F ) or 0 − la

(mod F ).) The same argument as used in the proof in The-
orem 2 of steps 16-20 of Algorithm 1 shows the effective-
ness of this simulation.

Likewise, the simulation of steps 12-15 is simply a sum
of the simulatedla, etc. The proof that this is valid follows
that of the proof of steps 19-20 in Theorem 2.

The comparison result of steps 16 and 18 are simulated
knowing the final score: If the current simulated value of
result is greater thanscore, then the comparison at line 16
is true; otherwise it is false. The opposite holds for step
18.

It is possible to find thekth largest element without disclos-
ing ranges for thekth andk + 1st elements, however this
requires continuing the search for the maximumlog(|F |)
steps every time. In addition, the conditions in lines 16-
22 must be replaced with a single comparison that gives a
random result in the case of equality (< or >, hiding the
fact that equality was reached.) Full discussion and proof is
beyond the scope of this paper; as discussed below the dis-
closures of the algorithm presented here do not violate the
privacy policy we are assuming.

4.1 Disclosure Significance

How bad is the disclosure of information from 1, 2, and
3? We argue that disclosing the candidates is necessary to
achieve even a moderately efficient protocol. One option to
achieve higher security would be to have every site treat ev-
ery item as a candidate; this is clearly inefficient. However,
if a site knows that it does not have to participate in com-
puting the score for an item, then it knows that the sum of
the distances from the other sites is large enough to prevent
the item from being in the top-k. Failure to be in the actual
candidate list (disclosure 1) reveals slightly more: It reveals
that the score for the item andsomesite is sufficient to pre-
vent it from being in the top-k. More precisely, it reveals
thatk items have lower distances atall sites than items that
are not candidates.

The information revealed by the intermediate intersec-
tion sizes (disclosure 2) is similar – it reveals how many
points have relatively low scores at all sites. However, this
has little privacy impact. Individual entities are not re-
vealed, except to the extent that they are known to be part
of the candidate set.

The ranges of disclosure 3 are also divorced from the
particular entities that they apply to. Knowing the range of
scores for the top-k items, and how well they are separated
from the remaining items, is likely to be desirable anyway.

However, the key reason these disclosures are not an is-
sue comes back to the privacy policy ofk-anonymity. Note
that the candidate set grows in groups of sizek. If the first
attempt at the candidate set is exactly the top-k, then no



entities are disclosed except the top-k. Otherwise, at least
k additional entities are brought in for the second round.
Since the protocol protects against distinguishing individ-
ual entities except for revealing the candidate set and the
top-k, any information disclosed (such as score ranges for
thekth andk + 1st elements) could apply with equal prob-
ability to any of at leastk entities. Thus privacy policy is
met.

5. Computation and Communication Analysis

Our analysis is based on the number of candidate items
that need to be checked. Assume thatx is the total number
of candidates. Obviously this is an upper bound on the size
of the candidate list generated by each site.

A single invocation of the size of set intersection proto-
col will have the following cost[20]: Forp parties and max-
imum set sizex, there arep2 ∗ x encryptions. Paralleliza-
tion is possible and the real computation time cost is that of
p ∗ x encryptions. In terms of communication cost, there
areO(p2) messages,O(p2x) bits andp rounds. Actual ex-
perimental cost can be found in [20]. Other set intersection
algorithms also exist, some of which may be more efficient
in certain cases [2, 12].

Depending on the protocol used for set union, detailed
complexity analysis can be found in the relevant papers
[16, 3]. For now, we just give a rough estimate based on
the protocol in [16]. Effectively, the set union protocol sim-
ply requires the same number of encryptions as the set in-
tersection protocol as well as requiring decryptions by all
parties. ThusO(p2x) encryptions andO(px) decryptions
are required. Communication complexity is comparable to
that of size of set intersection protocol. As a general note,
for these protocols the computation time tends dominate the
communication time in terms of overall time required.

As a basis for reference, our experiments showed that
1 Million encryptions with a key size of512 bits require
4660 seconds on a SUN Blade 1000 workstation (900 MHz
processor, 1 GB RAM). The transfer time on a 100 Mbps
network is< 1 second.

The sorted access phase requires a number of intersec-
tions until the while condition (line 3) is satisfied. In the
random access/computation phase, first a single invocation
of the set union protocol is necessary to identify the candi-
dates. Once the candidates are identified, lines 12-18 con-
sist of the random access part. This requires at mostO(px)
numbers to be transferred with negligible computation cost.
Line 23 requires a single invocation of thekth element find-
ing protocol to find thekth element. This protocol requires
at mostlog |F | rounds. Each round requires secure com-
parisons with all of the candidates. ThusO(x ∗ log |F |)
secure comparisons are required. Once thekth element is
identified, a final set of comparisons are required with all

the candidates to identify the top-K results. This requires
anotherx secure comparisons.

The secure comparison [21] requiresO(size) oblivious
transfers. More efficient comparison protocols also exist
[11, 15]. Ioannidis et. al [15] report that the computation
cost for comparing two number of size15 bits is 217.5ms
on a Pentium III/450 MHz machine. The communication
overhead is< 4ms. Using this data we can estimate that for
1000 candidates and field size of a million, the random ac-
cess phase would require approximately 2.4 hours on such
slow machines.

We have given cost estimates in terms of the number
of candidates. Fagin [9] showed that the worst-case num-
ber of candidates isO(N (p−1)/pk1/p); whereN is the total
database size,p is the number of parties, and the top-k re-
sults are required. Typically the number of candidates is
much lower.

6. Conclusion

The primary contribution of this paper is to propose a
secure method for doing top-k selection from vertically
partitioned data. This has particular relevance to privacy-
sensitive searches, and meshes well with privacy policies
such ask-anonymity.

Another contribution is a demonstration of how secure
primitives from the literature can be composed with effi-
cient query processing algorithms, with the result having
provable security properties. This lends credence to the hy-
pothesis that many secure data management problems can
be solved by putting together secure primitives in a novel
way. There remain many open problems in developing se-
cure solutions based on efficient non-secure query process-
ing algorithms. Further, the paper shows that there a trade-
off between efficiency and the amount of information which
is disclosed. It is worthwhile to explore whether one could
have a suite of algorithms (or a configurable algorithm) so
that applications can choose the goal they want to optimize.
For example, an application may be willing to accept lower
performance as long as the amount of information that is
disclosed is minized. We hope that this paper can ignite
further research into this problem.
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